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Abstract
This report investigates the viability of replacing traditional ‘thick client’ computer terminals
with low powered ‘thin client’ terminals in a university lab. The thin client computers connect
to a server to allow a user to use a desktop environment remotely. Traditional thick client
computers waste a lot of energy by underutilising their processor for the majority of their time
in use. A thin client system uses significantly less power and can be more easily managed.
As part of the project a proof of concept desktop virtualisation system has been developed.
This report will evaluate it’s effectiveness against the client’s requirements and conclude
whether they are a viable alternative.
Several software solutions were identified that could be implemented. After a requirements
analysis, software was chosen for the implementation. Testing was carried out on the system
to establish the effectiveness of the solution.
It was found that the system is effective for use in a non-specialist environment such as a
library, but may not be particularly effective in a university computing lab.
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1 Introduction
1.1.1

Background and Context

Virtualisation has become an increasingly popular trend in computer systems. According to Warrilow of
Gartner, many organisations have up to 75% of their server infrastructure virtualised. It is clear that
virtualisation brings many benefits to large-scale IT systems, but what can it bring to the table for a
classroom environment, which requires a small number of high-powered terminals? This project sets
out to investigate the viability of replacing powerful workstation PCs with low powered micro PCs as the
primary computer terminals in a university computing lab. This concept is known as VDI or Virtual Desktop Infrastructure.
While server virtualisation has been around for some time, the idea of virtualising desktops to be
streamed over the network is newer. Advancements in network speeds now allow desktops to be
streamed over the network with low enough latency for good usability. This has the potential to reduce
the overall energy and hardware expenditure of an organisation by replacing more powerful ‘thick’ clients with low-powered thin clients that connect to a powerful server. This report will investigate the
viability of implementing a VDI system such as this in a classroom environment.

Scope and Objectives

1.2

The primary aim of this project is to build a proof-of-concept desktop virtualisation server that allows the
connection of thin clients. This server will run virtualised desktop operating systems which thin clients
will be able to interact with remotely using a graphical user interface as they would with a standard
terminal. The objectives of the project are as follows;


Create a proof-of-concept desktop virtualisation server



Evaluate effectiveness of the system against client’s requirements



Conclude whether thin clients are a viable alternative to thick clients

The project has to be kept within a certain scope as time and resources are limited. To avoid working
on unnecessary features, all work completed on the system will relate back to the client’s requirements.
Features that do not relate to the requirements will not be worked on. Tasks will be carried out in accordance to the Gantt chart that can be found in appendix 1. This streamlines the progress of the project
and assists in meeting deadlines. The project has a budget of up to £30. This is a constraint of the
project, to avoid going over budget university equipment will be used wherever possible.

Achievements

1.3


Virtualisation server installed and configured to provide remote desktop services



Virtual network configured to provide connection between all components of the system and
the internet
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Raspberry Pi thin client configured to connect to server



Documentation such as test reports, a literature review and a project report have been produced.

1.4

Overview of Report

Chapter 2 will contain a literature review. In this chapter, a critical analysis of past research into virtualisation is carried out, which will allow for a better understanding of the developments in the field.
Chapter 3 will detail the planning of the project. This will include methodologies used, requirements of
the project and legal and ethical issues
The design of the system will be covered in chapter 4
The implementation stage of the project is covered in chapter 5. This will include details of how the
project was carried out as well as details of problems encountered during implementation.
The testing strategy of the project will be detailed in chapter 6. The strategy used will be discussed,
justified and a conclusion from the results will be reached.
Finally, in chapter 7 the project will be evaluated as a whole in detail.
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2 Literature Review
2.1

Introduction

There are 3 types of virtualisation that are regularly implemented in the IT industry; server virtualisation,
application virtualisation and desktop virtualisation (Steckel, 2008). Each type of virtualisation has advantages and disadvantages over traditional non-virtualised deployments. In this literature review, the
advantages and disadvantages of each type will be reviewed.

2.2

Advantages of server virtualisation

Virtualisation is used in data centres to improve efficiency of their operations (Jin, 2012). As costs of
energy and cooling increase, data centre managers find themselves needing to streamline their operations. Certain applications in a datacentre may be required to run in isolation for compatibility or security
reasons (Vogels, 2008). Without virtualisation technology, this can result in a phenomenon known as
server sprawl whereby a large number of physical servers are required to run only a few applications
(Kalila, 2013) as separate hardware servers are employed to run the isolated applications. This is extremely inefficient, as the server will utilise only very small amounts of CPU (central processing unit)
running one application. By implementing virtualisation in the data centre, servers can be used to run
multiple applications and operating systems on one piece of hardware. Data centre managers can even
actively balance the number of virtual machines running on a suite of servers, so that the needs for
resources at the time are met. For example, if one application becomes more in demand than another,
then the number of servers running this application can be increased. During periods of low activity,
virtualisation can also allow servers to be turned off, decreasing energy and cooling costs. This is because, when all servers are virtualised, the load can be moved to other servers by transferring the
necessary virtual machines (Jin, 2012). In the event of a hardware failure, a backup of the virtual machine is always available to continue running on another server.

2.2.1

Disadvantages of server virtualisation

It is clear that server virtualisation can provide some significant benefits to data centres. Nevertheless,
it is not without its drawbacks. Firstly, virtualisation introduces a performance overhead that is not seen
in a standard bare-metal deployment (Sahoo, 2010). This is because the hypervisor required to run the
virtual machines will use some additional resources. Virtualisation can also create a single point of
failure as any problem that affects the management interface that controls the virtual machines can
bring the whole system down (Ameen, 2013). A virtualised data centre will also require increased bandwidth within the network because, as virtual machines are transferred extensively between machines,
more demand is placed on the network. Virtualisation also adds levels of complexity to the network.

2.3

Application virtualisation

Application virtualisation is a type of virtualisation whereby an application is run within a virtual environment, which can then be accessed by a standard PC. Users interact with the application as they would
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a normal program, but instead of being installed directly within the operating system, the application is
run within a virtual environment (Lich, 2016) and the interface is streamed to a user over the network.

2.3.1

Advantages of application virtualisation

There are several advantages to running an application virtually. The first is management. Because the
application is accessed remotely it can be moved between operating systems and retain preferences
(Lunsford, 2009). Because settings can be managed remotely by an administrator, it makes managing
the deployment of an application much simpler.
A second advantage of application virtualisation is that it can run within an operating system that may
not be otherwise supported (Savil, 2007). This means that compatibility is removed as an issue, and it
is particularly useful for running legacy apps on newer systems.

2.3.2

Disadvantages of application virtualisation

Virtualising an application can create some performance issues. As the application display output is
streamed from a server there may be latency issues with the application (Savil, 2007). This means the
application may not be as responsive as it would be if running directly on the client PC.
Setting up an application virtualisation configuration such as this also requires the use of a server to
run the application. This creates a single point of failure, as the application will not be accessible if the
server fails (Pietroforte, 2008).

2.4

Desktop virtualisation

Figure 1: Desktop Virtualisation (Lunsford, 2009)

Desktop virtualisation is the type of virtualisation that is used in the project. A server runs a number of
virtual machines that a client can connect to and access a whole operating system (Miller et al, 2007).

2.4.1

Advantages of desktop virtualisation

Desktop virtualisation provides a number of benefits over traditional computer terminals. Firstly, impact
of hardware failure is reduced. Due to the nature of a virtualised desktop, no computation is performed
on the client. The client only receives and relays video and user input.
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If a client computer fails, no work is lost because the work is carried out on the server. The user can
simply find another client PC and reconnect to the server to resume their work (Canfield, 2008).
Management of a virtual desktop system is also more secure because management of all client computers can be done in a centralised manner. This ensures the safe management of data (Yan, 2011).
Virtual desktops also afford the convenience of being remotely accessible, even for users not in an
office, for example. This can make teleworking significantly easier, as the worker always has access to
the software they need.

2.4.2

Disadvantages of desktop virtualisation

While hardware issues will not affect the operation of the system on a client end, they will impact usability if a server issue occurs. If a server fails this may cause disruption to the whole system, affecting
large amounts of users (Yan, 2011). As with the other types of virtualisation, this is an issue with the
system having a central point of failure. Issues such as these may be avoided if the VDI server was
itself implemented using server virtualisation.
There are also performance issues with utilising a remote desktop system. Because the desktop is
streamed to users, they may see some latency when interacting with the user interface. For this reason,
a virtual desktop solution is not suitable for all workloads (Miller et al, 2007).
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3 Project Planning
Introduction

3.1

A project needs clear objectives and requirements to be successful (Platje, 1994). During the planning
stage, these are established to give the plan direction. Requirements are extremely important because
they ensure the client is having their needs met by the solution. If requirements are not collected
properly, there is a risk that the system will not be suitable for the client.
A software development lifecycle was chosen to underpin the methodology of the project and to formalise development and testing.

Methodology

3.2

During the planning stage constraints, key issues, requirements, system components and ethical or
legal issues were identified. A work breakdown structure, Gantt chart and risk analysis were completed
and a development lifecycle was chosen.

3.2.1

Project lifecycle

Various different types of lifecycles exist for software development projects. These exist to ensure that
projects are delivered that meet client requirements, are within budget and are on time (Rossberg,
2014). Traditionally, software development projects were carried out using the waterfall lifecycle. This
lifecycle consisted of seven stages;


Requirements gathering



Analysis



Design



Implementation



Testing



Deployment



Maintenance

Certain tasks were completed in each stage and the development would only progress once that stage
was completed. This methodology has been criticised because it does not take into account changes
that may occur during the development process (Highsmith, 2010). Because every stage has to be
completed fully before progressing, it allows no scope for looking back. If a client discovers during the
development process that their needs may be different to those that were discussed during the requirement analysis phase, it can be very difficult to make changes to the system. In the early 2000s, project
managers began to realise that the traditional approaches, which encouraged the elimination of change,
were resulting in projects that did not meet the changing requirements of business (Hughes et al, 2009).
A new movement was born that aimed to manage software projects that would be adaptable to change.
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Because of this agility, the new methodologies were named ‘agile software development lifecycles’.
Agile approaches embrace change by implementing incremental design and prototyping as well as
regular contact with the client to create a project that can adapt to changes to an organisation’s needs.

It was initially hoped that the project would make use of agile methodologies, however some of the
constraints of the project made a true agile approach impossible. The limited contact time with the
project supervisor meant that regular correspondence, like that seen in agile approaches, would be
difficult to achieve. Because of limited time, it would be problematic to implement other key agile methodologies such as daily sprints. Also, the project was carried out by one individual and this made other
agile methodologies redundant. Because of these limitations, a traditional waterfall lifecycle was chosen. It was decided that some agile concepts from the dynamic systems development methodology
(DSDM) would be implemented into the lifecycle such as prototyping to ensure the system was meeting
client’s needs as best as possible.

Figure 2: The project lifecycle

3.2.1.1 Requirement analysis
During the requirement analysis phase of the lifecycle, the requirements of the client are captured and
analysed. The client’s requirements are discussed in detail in section 3.3.

3.2.1.2 Design phase
In the design phase, the requirements are studied and a design for the system is prepared. Based on
these requirements, software and hardware requirements for the system are defined and an overall
architecture for the system established. The design phase is discussed in detail in chapter 4.

3.2.1.3 Implementation and prototyping
The implementation phase is the longest stage of the project. Based on all of the information collected
during the early stages, the system is developed to meet the client’s requirements. Several prototypes
were made and developed to get to the finished system. Implementation will be discussed in depth in
section 5.

-7-

3.2.1.4 Testing
In the testing phase, the system is installed and tested. The testing process aims to test the system
against functional and non-functional requirements. Functional requirements relate to the features and
behaviours of the system. On the other hand, non-functional requirements are those that focus on the
operation of the system. These types of requirements are focussed on factors such as uptime, usability
and network topology. I.e., functional requirements relate to the function and purpose of the system,
whereas non-functional requirements focus on more technical aspects of the project. Testing against
these requirements will be discussed in detail in section 6.

3.2.1.5 Documentation
The documentation phase of the project is the stage in which the report is completed. Documentation
created during the implementation and planning phase is brought together and the project is analysed
and evaluated.

Identified constraints

3.2.2

The biggest constraint on the project is time, making time management extremely important. Project
work must be completed alongside without conflicting with other work. The project supervisor also has
limited time to oversee the project. The budget of the project is limited to £30 for any hardware that may
need to be purchased. Software licences and hardware will be obtained through the university wherever
possible.

Requirements

3.3

During the requirements analysis stage of the lifecycle the requirements of the system were captured
from the client. These requirements were then analysed using the MoSCoW prioritization technique.
This technique allows the ability to identify the most important requirements to deliver a project that is
on time and of high quality, even if some features must be left out. The requirements were identified as
follows:
Must have – requirements that must be achieved:


Ability to interact with a desktop environment remotely from a server



Server is accessible from within the network only

Should have – requirements that should be achieved but may be dropped if deadline or quality are at
risk:


Thin clients can access the internet



Ability to select which operating system to use



Server is accessible from outside of the network using the internet

Could have – features that could be added in future increments of the system (after deployment):
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Active directory login system on server

Would have – features that will not be implemented in the system and are outside of the scope:


3.4

System services more than 20 clients simultaneously

Tools used

A variety of tools will be used to design and implement the system. Several pieces of hardware are
required to build the system. Firstly, a capable workstation is required. This computer needs to have
sufficient processing power and RAM to be able to run a number of virtual machines simultaneously.
As discussed earlier budget is a limitation of the project so a university provided computer is used for
this. Secondly, a Raspberry Pi computer was required to act as a thin client. This basic computer also
needed a number of peripherals. To connect the Raspberry Pi to a monitor a HDMI to VGA converter
was required, as the university’s monitors do not support this standard. A USB card reader was required
to write the thin client operating system to the Micro SD card the Raspberry Pi uses. These peripherals
were purchased for £17.53. Initially these were loaned from the equipment stores however due to the
operating hours and the amount of time the equipment was needed it saved time to purchase these
items for the project. A portable hard drive was used to create backups of the system and network
cables and patch panel were used to connect the server to the thin client.
A number of different software applications were used to create the system. VMWare Workstation for
Windows was used extensively to create virtual machines. Use of virtual machines reduced the hardware investment required for the project because multiple operating systems could be run on one
computer. Without this software, a separate computer would be needed to run the router operating
system and the server software. Windows Server 2012 was chosen as the servers operating system as
discussed in section 4.2.3. A license for Windows Server typically costs several hundreds of pounds,
however fortunately a licence was obtained free through the university. The server was configured to
use a piece of software called Hyper-V to run a number of virtual machines that the thin client would
access. To provide routing services an open source operating system called VyOS was used. This
provides network connectivity to the system as a whole. The thin client software for the Raspberry Pi
was also open source, and is named the Raspberry Pi Thin Client Project (RPiTC).

3.5

Legal and Ethical Issues

The project raises a number of legal and ethical issues. First was the issue of software licences. To run
the software legally a licence key must be obtained and the conditions of the user agreement adhered
to. VyOS (router software) and RPiTC (thin client operating system) are both open source operating
systems that use the GNU General Public License. This license allows any end user the freedom to
run, study, share and modify the software. This is not the case with Windows Server or VMWare, which
are commercial products and require a licence key to be purchased. Legitimate licence keys for these
pieces of software were obtained through the university.
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In terms of ethical issues, personal data that may be stored on the system must be secured in order to
prevent it from being accessed by attackers. To attempt to mitigate this the connection should employ
encryption to stop data from being intercepted. Remote Desktop Protocol (RDP), the protocol used to
remotely access the virtual operating system, uses encryption so attackers will not be able to intercept
any data. With a centralised server, ethical issues surrounding monitoring user activity also open up.
Because a user’s entire activity takes place on the server instead of on individual machines it is much
easier to view and monitor. To mitigate this issue users will be informed of this should the system come
into use in a live environment a policy should be created to stop managers from closely observing users’
activity unless under extenuating circumstances.
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4 Design
4.1

Introduction

The design phase is the stage of the development process where the client’s requirements are analysed
and a design for the system is drawn up. This stage establishes the overall architecture of the system
before the implementation stage begins. Software is evaluated for its effectiveness and a plan for implementation is drawn up.

4.2

System Design

The first step of the design phase was to establish a basic outline of the architecture of the system. This
defines the structure of the system such as how the components of the system are connected and how
the interact with each other. A decision had to be made between two different architectural models for
the system. The first topology removed the need for a router to be set up as part of the solution and
made use of the university’s router. The second topology involved the use of a virtualised router as part
of the solution.

4.2.1

Topology 1

Figure 3: The first topology considered

The first network topology considered makes use of the university router for the lab. Devices on the
network are set to retrieve IP addresses automatically from the lab’s router and sit in the same address
space as the computers in the lab. This more accurately reflects how a final implementation of the
system would be implemented because a physical server would be installed that connects directly to
the network in the room. However, this topology causes problems when attempting to create a proof of
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concept design because it is working within a live network with devices that have been assigned IP
addresses already. In a final implementation, static addresses for the server would be set, but that
cannot be achieved while creating the proof of concept because the network in the room is already live
and in use. As a result, no control over the addressing scheme can be achieved because IP addresses
have already been assigned to devices in the room and if static addresses were to be set this may
cause IP conflicts with computers or servers currently operational in the lab. In this case, the only option
for IP addressing is to use DHCP to obtain addresses from the router that it knows are not in use. This
means that while working on the development of the system, IP addresses will vary depending on what
addresses have been assigned on any given day. This makes the development process more difficult
and may potentially affect network service for users in the lab.

4.2.2

Topology 2

Figure 4: The second topology considered

The second topology considered makes use of a virtualised router, which runs Network Address Translation (NAT) to separate the proof of concept system’s network from that of the lab. NAT translates
between external and internal addresses on the network, so only one IP address from the university lab
is required to connect the system to the internet. Instead of retrieving IP addresses from the university
router, the components of the network can be statically addressed for predictability when testing the
system and this prevents IP conflict issues that may occur in the previous topology. This less accurately
reflects how the network will be set up in a final implementation as the router will not be required in that
case, but it provides more control for the proof of concept and this is critical to being able to reliably test
the system.
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It was decided that both implementations would be experimented with during the implementation phase
to find the most effective solution and as a result, it was found that the second topology was the most
effective.

4.2.3

Software analysis

To choose the most suitable software for the system, several software packages were analysed. Multicriterion decision tables were used to determine the most suitable software for each component. The
values were calculated by multiplying the rating received by the weighting to give a score that reflected
the performance in that category and its overall importance to the requirements. The most important
software package that was to be chosen was that of the server. This software will run the virtualised
desktops and set up sessions for users to connect to and will define what software is used on the thin
clients. The software must support the client’s requirements whilst also having good documentation
available to aid setup and management.
Virtualisation server
VMWare Horizon

Citrix XenServer

Windows

Server

2012 & Hyper-V
Criteria

Weighting

Rating

Score

Rating

Score

Rating

Score

Documentation

9

6

54

7

63

8

72

Cost (high score =

7

4

28

8

56

3

21

Compatibility

6

4

24

5

30

7

42

Functionality

3

6

18

5

15

7

21

Management

2

7

14

3

6

6

12

low cost)

Totals

138

170

168

Figure 5: Criterion reference table used to evaluate server software

The evaluation of the competing VDI solutions showed that Citrix XenServer would be the most suitable
software to use based on the criteria evaluated.
Practical evaluation was carried out by installing each piece of server software in a virtual machine to
examine its features. Full configuration of the systems was not carried out, as this would take too much
time. After some configuration of Citrix XenServer, it was found that the software was unsuitable for the
client so the project was switched to using Windows Server and Hyper-V products. This setback will be
discussed further in chapter 5 (implementation) and chapter 7 (project evaluation).
Router Software
To connect the system to the internet a router was thought to be required. Evaluation of two pieces of
router software was completed to select an appropriate router.
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VyOS

PfSense

Criteria

Weighting

Rating

Score

Rating

Score

Documentation

8

3

24

6

48

Cost (high score =

7

9

63

9

63

Functionality

2

5

10

7

14

Reliability

9

8

72

4

36

low cost)

Totals

169

161

Figure 6: Criterion reference table used to evaluate router software

The evaluation showed that VyOS was the most appropriate router software to use for the system. This
was confirmed after installation due to its simplicity and reliability.
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5 Implementation
Introduction

5.1

The implementation stage is where the planning is taken into consideration and the system begins to
be built. This section will discuss the development process, problems that were encountered, solutions
to these problems and the end result.

Components

5.2

In this section I will discuss the role of the various components in the system;


Virtualisation server



Thin client



Host Windows operating system & VMWare Workstation



Router

5.2.1

Virtualisation server

The virtualisation server is the core of the project. This is the server that the thin client computers will
interact with and which will provide the processing power for the virtual desktop experience. The server
will run a hypervisor that can host several virtual machines. These virtual machines will run operating
systems that the thin clients will connect into as a replacement to the ‘thick’ workstations currently used.
The virtual machines the thin client will connect to will be referred to as ‘client virtual machines’

5.2.2

Thin Client

The thin client is the low-power computer that connects to the server in order to utilise its processing
power. The thin client used in the project is a Raspberry Pi. This is an inexpensive computer that runs
a Linux operating system. It does not have the computational power to perform advanced computing
tasks, but it can be used to remotely connect to a virtual machine on the server and receive it’s graphical
user interface. This allows a user to interact with it as they would a normal computer, whilst having the
computing horsepower of the server at their disposal.

5.2.3

Host Windows Operating system & VMWare Workstation

The host operating system is the operating system that the server and the router will run within. Due to
the nature of the project, the server and router operating systems are virtualised and will be installed
within virtual machines. The virtual machines and their networks are created using the VMWare Workstation software installed on the host operating system. The host operating system in use is Windows
10, running on one of the university lab computers.
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Router

5.2.4

The router is required to provide network address translation (NAT) services to the system. This means
that the system can connect to the internet using just one IP address and allows a set internal IP addressing scheme to be used. Without the router, IP addresses of the components of the system would
be assigned dynamically upon connecting to the network, which add unnecessary complexity to the
project.

5.2.5

Virtual networks

To connect the components together, virtual networks will be used. These are switches in software that
allow the virtual machines to connect as if they were physically connected via a switch. In this project,
virtual switches were used in VMWare and Hyper-V. The VMWare switch connected all the core components together, whereas the Hyper-V switch was used to connect virtual machines within the server
together and to the VMWare virtual switch.

Development process

5.3

The following steps were taken to complete the system;
1. Install server operating system
2. Configure the hypervisor
3. Install router operating system
4. Configure router operating system
5. Install thin client operating system
6. Configure thin client operating system
7. Configure virtual network
In the following sections, each stage will be discussed in detail.

5.3.1

Installing the server operating system

The first step to install the server was to configure a virtual machine for the operating system to be
installed into with VMWare Workstation. The server requires substantial resources to operate because
it will be running other virtual machines within it. For this reason four CPU cores and 8GB RAM were
allocated to it. This amounts to approximately half of the host workstation PC’s resources. It provides
the resources needed whilst leaving headroom for the router software and the host operating system
(Windows). A single virtual Network Interface Card (NIC) was assigned. This allowed the server to
connect to the rest of the network.
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5.3.1.1 Citrix XenServer
As discussed in section 3, the server software chosen was Citrix XenServer. This software was installed
following Citrix’s documentation. The software was acquired from Citrix’s website for free as XenServer
is an open source product, which means it is free to use and modify. As the software itself is a hypervisor, which is being run within a hypervisor, installation was not successful on the first attempt. The error,
seen in appendix 2.1, explains that the CPU on which the operating system is being installed on (in this
case, VMWare’s virtualised CPU) does not support virtualisation. To remedy this issue, CPU virtualisation technology was enabled in VMWare Workstation, which allowed the installation to successfully
complete. From here configuration began. This will be discussed in further detail in section 5.3.2.

5.3.1.2 Windows Server
Due to some issues that became apparent during configuration, it was decided that the project would
make the switch to using Windows Server for it’s server OS. This is discussed in greater detail in section
5.3.2.
Windows Server 2012 was installed in the same virtual machine configuration as Citrix XenServer; i.e.
four CPU cores, 8GB of RAM and a single virtual network interface. Installation media was provided by
Microsoft Imagine, Microsoft’s solution for providing educational copies of software to university students. This allowed a legal licence key to be obtained to use the software at no cost. The provided disc
image was mounted and the virtual machine started. The installation began and basic configuration
was set up, as will be discussed in section 5.3.2.

5.3.2

Configuring the server operating system

5.3.2.1 Citrix XenServer
5.3.2.1.1 Initial setup
During the installation process, basic configuration details were input. The network address for the
server was set temporarily to 192.168.0.2 with a subnet mask of 255.255.255.0 and a default gateway
of 192.168.0.1. The hostname was set to CM120, after the name of the university lab that the system
is being modelled for. This allowed the server to be accessed using the CM120 hostname instead of
the IP address, which saved time during maintenance and configuration. The network addresses were
chosen as they were common private addresses, the scheme was later changed to reflect that of the
university lab.

5.3.2.1.2 Remote connection to the controller
XenServer is designed to be run in a ‘headless’ configuration. This means that a graphical user interface
is not installed on the server itself and the server is interacted with remotely. In the case of XenServer,
a client must be installed on Windows to access the server and configure it. To allow the virtual machine
to connect with the Windows computer, the virtual network was modified so that it connected to Windows as well as the virtual machine. This was achieved by enabling the ‘Connect a host virtual adapter
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to this network’ option in the VMWare virtual network editor. To allow Windows to connect to the server
an IP address was added to the virtual interface in the Windows Network Connections menu. Next, the
management software that would be used to configure XenServer, called XenCenter, was installed.
The software was started and the IP address of the server was input. With the server started, the management software detected it and displayed it as online.

5.3.2.1.3 Installing a virtual machine within XenServer
To allow the users to access a virtual desktop, a virtual operating system must be installed on the server
that thin clients can gain access. As seen in appendix 2.2, the interface of XenCenter allows a new
virtual machine to be configured. A virtual machine was configured and Windows 8 was installed. Licence and installation media were obtained from Microsoft Imagine. Using XenCenter’s terminal viewer
it was possible to view the display output of Windows 8 and set it up with default configurations. Several
methods of connecting to the output of this stream remotely were researched. RealVNC was installed
on the host Windows operating system and an attempt was made to connect to the IP of the server.
This did not work. After some research, it was realised the wrong virtualisation product had been chosen. XenDesktop is name of Citrix’s Virtual Desktop infrastructure (VDI) solution, not XenServer. It was
discovered that XenServer is used to run and manage multiple server operating systems, and thus did
not require the remote desktop tools that were required to fulfil the client’s needs. The number of different types of virtualisation products available made research quite difficult. After this mistake, it was
decided Microsoft Hyper-V on Windows Server 2012 would be used, as it was close second in the
feature evaluation and Windows Server contains extensive VDI features.

5.3.2.2 Configuring Windows Server 2012
5.3.2.2.1 Domain controller
After installation, Windows Server was first configured as a domain controller. This allows the server to
authenticate users on the network when Active Directory is implemented. Implementing Active Directory
was not a high priority requirement but it was decided to have the server configured as a domain controller at the start in case time was found to implement this feature. As part of becoming a domain
controller, the server is setup as a DNS server for the network.

5.3.2.2.2 Installing components
Windows Server has components for various functions, all of which need installing when required, as
they are not preinstalled. Following the domain controller configuration, the remote desktop services
components was installed and set up. These components allow the thin clients to connect to the server
and access the virtual machines. Configuration of the hypervisor followed.
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5.3.3

Configuring the hypervisor

5.3.3.1 Installing Hyper-V
Hyper-V is Microsoft’s hypervisor solution. It was used to allow the server to run virtual machines that
the thin client can connect to. Installation of Hyper-V was started from Windows Server’s ‘add roles’
menu. Unfortunately, an unforeseen problem occurred during the installation of Hyper-V. An error message (as seen in appendix 3.1) explained that Hyper-V could not be installed because a hypervisor was
already running. After some research, it became apparent that this was a side effect of creating the
project in a virtual environment. Windows Server was not allowing the installation of Hyper-V because
Windows Server itself was running in a hypervisor as a virtual machine. As mentioned in section 5.2.3,
the system is being designed in a virtual environment because it is a proof of concept system. Therefore,
this issue would not occur in a final implementation, as the server would run directly on the server
hardware instead of within a virtual machine. Nonetheless, this issue had to be rectified for the proof of
concept system. To rectify this issue some configuration changes had to be made to the Windows
Server virtual machine so that the operating system did not recognise that it was running in a virtualised
environment. This was achieved by enabling virtualisation of CPU virtualisation techniques and modifying some lines of the VMX file that lists the configuration of the virtual machine. Screenshots of the
configuration can be seen in appendix 3.2. After these changes were made Hyper-V successfully installed, and so the client virtual machines required could be created.

5.3.3.2 Investigating VDI solution features
Windows Server has an array of advanced features for configuring a VDI system and some attempts
were made to configure some of these features. For example, instead of individual virtual machines,
Windows can create linked clones from a single template virtual machine for users. A number of these
features were experimented with but it was not possible to get them to work reliably in the time given.
Instead, a slightly different approach was taken, as discussed in section 5.3.3.3.

5.3.3.3 Configuring Hyper-V
Having experimented with various features available in the Windows Server and being unable to get
them to work, a manual approach was taken. A virtual machine was created within Hyper-V with 1GB
of RAM, a 20GB drive and a network interface card, which connects to a virtual switch in Hyper-V.
Windows 10 was manually installed within this virtual machine. A static IP address was set up in Windows 10 so that a remote connection can be easily achieved and remote connection was enabled
(appendix 3.4). The ‘sysprep’ tool was run on the virtual machine and a copy of the hard drive taken so
that a second duplicate virtual machine could easily be created to make a second client. The ‘sysprep’
tool removes information from Windows that links it to the hardware so that an image can be duplicated.

5.3.3.3.1 Internet connection issues in Windows 10
While testing the Windows 10 client virtual machine, some internet connectivity issues became apparent. Internet connection on the operating system would intermittently stop working and then restart
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working again. This problem plagued the project for some time, but after some diagnosis using
Wireshark, a packet capture tool; it was found that the Windows 10 routing table had a default gateway
error. This gateway error was causing large amounts of Address Resolution Protocol (ARP) packets to
be transmitted on the network, causing the connection to drop after a period of use. The Windows
routing table listed 0.0.0.0 as a default gateway as well as the main gateway at 10.101.120.1. This did
not display in any of the settings menus. The entry was removed manually using the ‘route delete’
command (appendix 3.5) which removed the incorrect route from the routing table. After this, the internet connection was reliable. It is not known why this entry appeared in the routing table.

5.3.3.4 Configuring Hyper-V virtual network
For the client virtual machine to be accessible over the network, a connection to the network is required.
A virtual switch was set up in Hyper-V to provide this connection. An additional network interface was
added to the server virtual machine and the virtual switch was set to connect to this, providing a direct
connection to the main project network (VMNet1). This is discussed in more detail in section 5.2.5,
virtual networks.

5.3.4

Install router operating system

The chosen router software, VyOS, was installed into a virtual machine with 1GB of RAM, a 2GB storage drive and two network interfaces. The router does not need many resources to function so these
resources were deemed to be more than adequate. Installation was completed by connecting a disc
image file (ISO file) to the virtual machine and running the ‘install image’ command. Default settings
were used during initial setup.

5.3.5

Configure router operating system

In VMWare, the interfaces of the router were set so that one provided a connection to the internal
network (VMNet1) and the other provided a connection to the internet. VMNet1 is the virtual network
that connects all the components of the network together. The interface that connects to VMNet1 was
configured with a static IP address within VyOS. This address would act as the default gateway used
by traffic leaving the network. The second interface was bridged directly to the interface on the PC that
connected to the university network. This interface was set to receive an IP address via dynamic host
configuration protocol (DHCP). This means the router would obtain an IP address from the university’s
router to use. This was required because using a static IP may cause IP conflicts with other PCs on the
network. The interface configuration can be seen in appendix 4.1. NAT was configured on the router to
translate between IP addresses inside the network and the IP address assigned by the university router.
This meant an internet connection was achieved for multiple IP addresses using only one IP address
on the external network. NAT configuration can be viewed in appendix 4.2.
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Figure 7: Router configuration

5.3.6

Install thin client operating system

5.3.6.1 Physical installation
Aside from the workstation computer used to run the virtualised components, the Raspberry Pi was the
only physical component of the system. It was connected to an interface on back of the PC to connect
to the rest of the virtual network using a CAT5 network cable connected to the integrated network port.
In later iterations of the system, the network connection on the Raspberry Pi was provided by a USB
gigabit network adapter. Power was provided using a USB charger and Micro USB cable. The video
output of the Raspberry Pi is HDMI, as this is not supported by the university monitors, a HDMI to VGA
converter is connected to the output and the monitor to provide display. A USB keyboard and mouse
were connected to the USB ports.

5.3.6.2 Operating system installation
On the Raspberry Pi, operating systems are typically installed by flashing an image file (.img) to a micro
SD card. The .img file was downloaded from the Raspberry Pi Thin Client Project (RPiTC) website and
flashed to a micro SD card using an application called ‘Win32DiskImager’. The micro SD card was then
inserted to the Raspberry Pi and, with all necessary components connected, the Raspberry Pi was
turned on. The operating system booted and could be configured immediately.

5.3.6.3 Initial configuration
To set up the thin client initially it was connected to the network in the lab and set to retrieve an IP
address using DHCP. This meant that the thin client had a connection to the internet but was not currently connected to the rest of the network. The ‘apt-get update’ and ‘apt-get upgrade’ commands were
run. These commands download the latest repositories and packages to the operating system, ensuring
the software is up to date.

5.3.7

Configure thin client

After initial configuration, the Raspberry Pi was connected to the virtual network using the interface on
the PC. A static IP was then set up. rDesktop, the remote connection client on the RPiTC operating
system, was then set up to establish a connection with the remote virtual machine. This was achieved
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by configuring a text file with a set of parameters. The first text file specified the IP address that rDesktop
was to connect to; this was set to the IP of the server. The second text file specified the properties of
the session. In this case, rDesktop was configured to open a full screen session and pass audio playback to the Raspberry Pi when opened. This meant that whenever the rDesktop icon was selected a
session was opened that matches the resolution of the monitor in use and sends audio from the client
virtual machine to the Raspberry Pi. With these settings, the remote client operating system felt as if it
was running natively on the hardware. Superfluous shortcuts were removed from the desktop of the
thin client, leaving only the rDesktop icon, making it easy for a user to select and login to the remote
operating system.

5.4

Project network

Figure 8: Network topology

To connect the components of the project together, virtual networks were used. These are software
switches that allow the virtual machines to connect as if they were physically connected by switch. In
this project, virtual switches were used in VMWare, Hyper-V and Windows Client. The VMWare switch
connected all the core components together, whereas the Hyper-V switch was used to connect virtual
machines within the server together and to the VMWare virtual switch. The Windows network bridge
was used to connect the physical network interface to the virtual network. On the diagram the various
components and their address can be seen. Red borders indicate that everything within them is within
the physical component labelled. Black borders denote various software components.
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5.4.1

Virtual Switches

VMnet 1 is the virtual network in VMWare that connects the main components together. These are as
follows;


Router



Server OS



Hyper-V switch



Raspberry Pi thin client

The connection to the router, the server operating system and the Hyper-V switch are all achieved using
virtual interfaces on the VMWare virtual machines. The connection to the Raspberry Pi is achieved
using a physical interface on the PC. To connect this physical interface to the virtual network the
VMNet1 host adapter and the physical adapter entry in Windows were bridged in the network connection screen. This connects the two network connections like a switch – essentially another kind of virtual
network.

5.4.1.1 Connecting the client virtual machine to the network
The client virtual machine within Windows Server is connected to the rest of the network using a HyperV Switch. This operates in a similar manner to the VMNet virtual switch. Virtual switches in Hyper-V
provide three connection modes; external, internal and private. An external connection connects the
virtual machines to a physical interface on the server. Internal provides a connection between all connected virtual machines and the host server operating system and private provides a connection
between virtual machines only.
In the initial implementations of the system, the ‘internal’ option was chosen. This means the client
virtual machine(s) in Hyper-V were connected to the server operating system. To connect the virtual
machines out to VMNet 1 a Windows network bridge was used, similarly as used to connect the Raspberry Pi, by bridging the server’s network connection with the Hyper-V switch. It was decided this was
not the optimal way to connect to the rest of the network as it relied heavily on Windows Server resources, so in later iterations of the system, an extra virtual network interface was added to the server
and the Hyper-V switch was set to connect directly to that. In a non-virtualised implementation, this
means the server would need more than one physical network interface.

5.4.2

IP addressing scheme

As discussed in the design section (section 4), network address translation is utilised in the project to
allow control over the addressing scheme. The internal network uses the 10.101.120.0 network segment. This address was chosen as it is similar to the scheme used in the lab that the project is modelled
for. Client virtual machines on the server would be allocated the address range 10.101.120.10 –
10.101.120.39 and the thin clients would be allocated 10.101.120.40 – 10.101.120.69. These address
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ranges were chosen so that 29 addresses were available for virtual machines and the thin clients that
would connect to them.

5.5

Remote desktop performance issues

During the first tests of the thin client, it became apparent that the latency experienced on the system
was suboptimal. After some testing with Iperf (software that test the bandwidth of network connections),
it became apparent that the bandwidth achieved on the Raspberry Pi was quite low. It was found that
the on-board network connection of the Raspberry Pi supports a maximum of 100 Mbps throughput.
This appeared to be bottlenecking the remote desktop connection, so a USB gigabit Ethernet adapter
was purchased. When connected and reconfigured for the new network interface card, the performance
of the remote desktop greatly improved with a very noticeable reduction in latency between input and
screen output.
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6 Test Strategy
6.1

Introduction

In this section, the testing undertaken on the system will be discussed. The system has been tested
against requirements and will also encompass wider user testing to gauge the user experience on the
system versus a conventional system.

6.2

Testing strategy

Two types of testing were carried out on the system. The first type was requirements testing. This type
of testing examines the requirements of the project and analyses to what extent the system meets these
requirements. The second type of testing undertaken was user experience testing. This involved getting
a user to rate their experience using the system.

6.3

Requirements testing

To test the system against the requirements of the project, each requirement was broken down an
examined. Each requirement was assessed to determine the extent by which the system met the requirements. In this section, the findings of this testing are presented.

6.3.1

‘Must have’ requirements

These requirements are the minimum requirements the system must achieve to pass requirements
testing.

6.3.1.1 Ability to interact with a desktop environment remotely from a server
This is the primary function that the project must deliver – an operating systems and it’s graphical user
interface accessible remotely over a network. This requirement was achieved; a remote operating system is accessible over the network by a Raspberry Pi thin client or another Windows PC.

6.3.1.2 Server is accessible within the network
This requirements states that at the very minimum, the server must be accessible within a local area
network, as opposed to external access across the internet. The system is accessible from within the
local area network only, so this requirement has been achieved.

6.3.2

‘Should have’ requirements

These requirements should be present within the system, but may be removed if time is restricted in
favour of the ‘must have’ requirements.

6.3.2.1 Thin clients can access the internet
This requirement relates to the ability of the remote operating system to gain access to the internet. The
thin clients connect to can connect to the internet, so this requirement has been achieved.
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6.3.2.2 Ability to select an operating system to use
This requirement relates to the ability of the thin client to connect to multiple different operating systems.
It is possible for the thin client to connect to any virtual machines set up on the server. Therefore, in
theory, a number of operating systems could be available. However, this was not tested because of
time limitations so this requirement has not been met.

6.3.2.3 Server is accessible from outside of the network using the internet
This requirement relates to the ability to connect to the remote operating systems from outside the
network over an internet connection. The remote operating systems can only be accessed on a local
area network with the current implementation so this requirement has not been achieved.

6.3.3

‘Could have’ requirements

These requirements are those that should not be implemented unless all the ‘should have’ requirements
are completed and there is time spare during the project.

6.3.3.1 Active directory login system on server
This requirement relates to implementing an active directory authentication system on the server. This
would allow users to login to their own user profiles on the remote system. The foundations were laid
for this functionality by setting Windows Server up as a domain controller, however no time was available during the project to set up an Active Directory authentication system, therefore this requirement
was not achieved

6.3.4

‘Would have’ requirements

These requirements are outside of the scope of the project and should not be achieved.

6.3.4.1 System services more than 20 clients simultaneously
This requirement states that the system will service more than 20 thin clients. During testing experiments were run whereby the server provided access to two remote clients; however, no advanced
testing was carried out while running with two remote clients. Because the system only ever serviced
two clients at most, this requirement was not achieved. This is as expected because the requirement is
listed as a ‘would have’ requirement.

6.4

User experience testing

Due to the nature of how a thin client desktop system works, with the graphical user interface with input
data being constantly transmitted between server and client, an increased level of latency can be expected on the system. This latency can make certain tasks, such as watching video, difficult and cause
the user to become frustrated with the system. For a thin client system to be able to replace thick clients
the user experience must be nearly as good as when using a thick client.
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6.4.1

Methodology

To evaluate the user experience of the system seven volunteers were selected to participate in a blind
test to compare the user experience of the thin client and a thick client. The thin system was set up and
logged in so the desktop was visible on the screen. Next to it, a thick client PC was setup to look identical
to the thin client. The operating system was set up in a virtual machine with the same hardware settings
as the thin client virtual machine to reduce performance differences due to resource differences. The
test subjects were asked to perform and evaluate four aspects of the systems side by side by performing
tasks on each. The participants were not informed of any of difference between the two systems. The
first task was a simple word processing task, involving typing a sentence and then modifying the text,
the second test involved playing a reaction-based web game and the third test involved watching a
video clip on each. Subjects were asked to rate the experience during each task from 1-10 and their
scores in the reaction games were taken. For reliability, the reaction game was attempted 5 times on
each system. The form used to submit feedback for each system can be seen in appendix 5.1.

6.4.1.1 Office task
The first task the subjects were asked to complete on the system was a simple word processing task.
The subjects were asked to type a short sentence in to Microsoft Word, and then change the text size.
This gave a quick indication of the ability of each system to perform simple office tasks. The test was
kept short, as there needed to be time to perform other tasks during the testing. After completing the
task on computer A (the standard computer), the subjects were asked to perform the same task on
computer B (the thin client computer). Immediately afterward the subjects were ask to rate their experience using Microsoft Word on each system from 1-10, with 10 meaning a good experience and 1
meaning a poor one.

6.4.1.1.1 Office task results
User Standard PC Office UX Thin Client PC Office UX
1

4

4

2

9

3

3

7

6

4

5

9

5

4

7

6

7

10

7

10

10

Avg.

6.57

7.00

Each user scored the user experience from 1-10, as recorded in the table above. A mean average of
these scores was then calculated. The users rated the thin client PC higher overall than the standard
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PC in this tests. Several users commented that they could not see any difference between the two
systems during this test.

6.4.1.2 Reaction game
The second test was a reaction web game available freely online. The game used was Piano Tiles; the
player must correctly click the black tiles on a moving script. The game gradually increases in pace and
the score achieved at the end is the amount of time the player lasts without mis-clicking. Because the
game involves reaction times and increasing speed it was considered a good way to test the input and
display latency that is inherent in a remote system.

6.4.1.2.1 Piano tiles test
User Standard PC Piano Tiles Average Thin Client PC Piano Tiles Average
1

2.156

2.546

2

2.769

2.971

3

3.033

3.225

4

2.560

3.112

5

2.718

2.922

6

2.720

3.064

7

2.608

2.664

Avg.

2.652

2.929

Another unexpected result was seen during this test, with the average score higher using the thin client
computer than the standard computer. This suggests that the difference in user experience between a
standard PC and a thin client PC could be quite small in practice. However, it was observed during
setup of the tests that the standard PC appeared to be underperforming compared with the remote PC.
Applications appeared to be loading much more slowly, suggesting the results may be affected by a
performance issue with the standard computer’s virtual machine. Some users also complained that the
mouse was not accurate for the game however; this complaint appeared on both systems, with different
mice being complained about at various times.

6.4.1.3 Video and audio playback
The final test involved watching a piece of online video on each computer. The video was started and
the users were asked to watch on each for 40 seconds with headphones on. After the test, each user
was asked to rate the video and audio playback of each computer from 1-10, with 10 being good and 1
being poor. Because the thin client streams output video from the server, playing a video can be problematic because it causes tearing in the video as screen refresh rate varies. This is a good test of the
latency and consistency of the video output for this reason.
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6.4.1.3.1 Video playback results
User Standard PC Video Score Thin Client PC Video Score
1

10

1

2

10

8

3

9

6

4

9

3

5

8

2

6

10

2

7

8

7

Avg.

9

4

As expected, the thin client PC experienced much less favourable scores in this test. This was the point
in the test where users began to notice that the thin client PC was behaving differently to the standard
PC.

6.4.1.3.2 Audio playback results
User Standard PC Audio Playback Thin Client PC Audio Playback
1

10

1

2

10

8

3

10

1

4

9

1

5

8

1

6

10

1

7

10

2

Avg.

10

2

The thin client system experienced problems with audio. Audio would only be transmitted to the thin
client from the server at times and when it was successfully transmitted, it was delayed by around ten
seconds. Due to this issue users scored the thin client system low for its audio playback. The standard
PC played audio without trouble. When connecting to the remote thin client using a Windows computer,
it was found that sound worked as expected, so it is likely to be an issue with rDesktop, the remote
desktop receiver for Linux used on the thin client.

6.4.1.4 Overall user experience
Finally, after the previous tests, the users were asked to rate the overall user experience of the system
as a whole from 1-10, where 10 was the best score available. The testers were asked for comments on
the user experience of each computer.
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6.4.1.4.1 Overall user experience results
User Standard PC Overall UX Thin Client PC Overall UX
1

5

4

2

9

8

3

7

5

4

8

4

5

4

9

6

9

6

7

9

6

Avg.

7.29

6.00

The results show that the user experience of the thin client was found to be lower than the experience
on the standard PC. This is likely due to the poor performance seen in the video and audio test.

6.4.1.4.2 Comments from users


“Both of the computers are laggy”



“The text [on the thin client] is poor quality”



“The game worked better [on the thin client]”



“[The thin client] is completely usable for Office tasks”



“Video playback is choppy [on the thin client]”



“Microsoft Office ran better [on the thin client]”

From user’s feedback, it can be concluded that the test users were happy with the performance of the
thin client in all areas apart from media playback. In a setting where media playback such as videos is
not required, such as an office, a thin client would be a good alternative to standard PCs

6.4.2

Evaluation of test method

6.4.2.1 Sample
The sample of the testers was representative of the users who would be using the lab. All of the testers
were computing students at the university who would be making use of the system if it were implemented. Seven people took part in the test; this is a small number of users to sample however, it gives
some indication of the opinions of potential users of the system. The small sample size is due to time
restrictions in the testing phase. The test subjects were all computing students so a blind test is more
difficult to carry out, as they are more likely to spot differences between the two computers.
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6.4.2.2 Scientific method
Due to the nature of the test, the results received are a subjective interpretation of how the user felt
while using the system. Because of this, the results may not be highly reliable. To improve reliability a
larger sample should be used. The tasks employed tested a variety of applications of thin client computers. Office tasks often involve navigating a user interface with few interactive elements. The first test
examined the usability of applications with a user interface such as this. The test was kept short to allow
for testing of other elements, but for further validity more testing in office applications should be carried
out. The second test was a game involving reactions that tested the input latency of the thin client. This
is a good way of testing latency, however some issues were faced that caused the standard PC to
perform sub optimally. For results that are more valid the test should be completed with the standard
PC virtual machine running on a separate computer to the server and router as the number of virtual
machines running on the computer may have affected the performance.

Conclusions

6.5
6.5.1

Requirements testing

In terms of requirements, the project meets the stated primary needs. However, a number of ‘should
have’ level requirements were missing. For example, the system is not accessible from outside of the
network using an internet connection and was not tested with multiple operating systems. These were
not achieved due to time limitations. Further work that can be completed on the system will be discussed
in section 7, Evaluation.

6.5.2

User testing

The user testing completed in the system garnered favourable results for the thin client system. From
the results it can be concluded that a thin client system provides a good user experience when completing basic tasks such as office applications. It was found that the system is unsuitable for multimedia
tasks in it’s current state.

6.5.3

Overall conclusion

The initial aim of the project was to investigate the viability of a thin client project in a university classroom environment. The testing has led to the following conclusions;


A thin client system is viable for use in an environment where applications that do not require
low latency are in use



A thin client system is not suitable for use with applications that require low latency and high
refresh rates such as multimedia applications



A thin client system with the Raspberry Pi may have issues transmitting audio



A thin client system is overall not suitable for a university networking lab
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Testing suggests that the thin client system may be applicable in some types of labs but not others. In
a lab where computing tasks are performed that require low levels of latency such as a video games
development lab, the thin client is inappropriate. It will not have the computational to cope with the
development needs of 20 clients and the latency in transmission would make it unsuitable. For computer
networking students the system may be more applicable. The system can allow a user to select a virtual
machine to connect to and can therefore allow multiple operating systems to be accessible which is
useful in a networking lab where multiple operating systems are used. The system could also be a good
example of working with a virtualised environment for networking students.
For use in, for example, a library or general computing facility, a thin client system could be more appropriate. In these environments, the majority of a computer’s workload consists of using applications
that can be operated optimally despite the inherent latency introduced by the thin client system. The
thin client system is very capable of running applications such as Microsoft Office and web browsers
and can provide a good experience to students from other disciplines who do not require tools that are
more advanced. More research would need to be undertaken to examine how well such a system scales
when using multiple thin clients.
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7 Evaluation, Conclusions and Future Work
Project Objectives

7.1

In this project the stated objectives were as follows;

7.2



Create a proof-of-concept desktop virtualisation server



Evaluate effectiveness of the system against client’s requirements



Conclude whether thin clients are a viable alternative to thick clients

Evaluation

Overall, the project has met it’s objectives well. The first objective was fulfilled when the thin client first
connected to the server and gained a remote connection. While improvements could be made to the
system as it stands, the system achieves the stated objective and is functional.
The second objective was to evaluate the effectiveness of the system against the client’s requirements.
This was verified in requirements testing. It was found that the system met the core requirements but
did not meet most of the ‘should have’ requirements. These requirements were not completed primarily
due to a lack of time. In the planning stage an error was made that meant the wrong software was
chosen. This caused a significant setback for the project as implementation had already begun and the
project had to be rolled back to the planning stage. The requirement that stated the system should be
accessible across the internet was also significantly more complex to implement than had been initially
thought.
The third objective was achieved and this is documented in the testing section whereby a positive conclusion was reached. More comprehensive testing would be required to better understand how the
system would scale to a larger environment. Testing was only completed with one thin client connected
due to time and resource constraints.
If the project were to be re-run again from the start, the planning stage would have to be considered
more carefully, specifically the software analysis stage. Choosing the wrong piece of software at the
beginning of the project meant that less was achieved on the final system because a lot of time was
wasted. More time should be spent in this stage to allow more comprehensive research to be carried
out. Difficulties were also encountered setting up Microsoft’s virtual desktop infrastructure tools. Attempts were made to configure the remote desktop connection broker and set up a template virtual
machine that would have made implementing more thin clients much simpler. Due to time constraints,
these features were not implemented. More time on research would be needed to implement these
features.

7.3

Self-reflection

Overall, I think the project has been a success. However, I think better time management would have
made it more successful than it has been. I failed to put in enough time in the planning stage to research
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the different virtualisation solutions before moving to the implementation stage. The large variety of
different types of virtualisation made finding information about the type of virtualisation required for the
project was particularly difficult. Also, the concept of virtual desktop infrastructure, while not new, appears to have been implemented by a limited number of organisations at this time, making information
more difficult to find.
I would like to have achieved more in the final implementation, but I am glad I got something that worked.
During the implementation phase difficulties with upcoming deadlines for other assignments and the
setbacks in the planning stage meant that my confidence in the implementation was low. I was struggling to get a solution that worked using the remote desktop connection broker in Windows Server. Due
to the time constraints, I decided to take a different approach. This lead to my current system which
demonstrates the abilities of a thin client and server but is very limited in it’s scalability. Given more
time, I would research in more detail how to configure Windows Server to create virtual machines from
a template machine. This would allow the system to scale more easily as a new virtual machine is
created from the template machine whenever it is required. It also reduces the storage needed as it
creates linked-clones, which only store the information needed to differentiate the virtual machine from
the template, rather than duplicating the template.
I have learnt a lot from completing this project. I have advanced my knowledge of virtualised systems
significantly, particularly concerning virtual networks. Virtual networks can be particularly frustrating to
manage as you cannot physically see them in front of you, but with the practice I have gained from this
project I am much more confident in utilising them. With the knowledge I have gained from this project
I would like to pursue more projects in my spare time relating to virtualisation, particularly server virtualisation.

Future Work

7.4

There are several areas to be focussed on to develop the system further


Scalability



Testing other operating systems



Access from outside of the network



Active Directory authentication system implemented on the server

7.4.1

Scalability

In its current state the system is not easy to scale. The thin clients connect to virtual machines running
within a server. With this implementation, every thin client needs an individual virtual machine to connect
to. It takes time to set up each individual virtual machine and the storage used by each is high. It is
possible to implement a system whereby a template virtual machine is created and when new machines
are needed only the data that differentiates it from the template is stored. This makes deployment of
new machines much simpler and reduces storage requirements.
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7.4.2

Other operating systems

The operating system in use on the client was Windows 10. This was chosen as it is the operating
system in use primarily by the networking lab currently. One of the requirements was that the system
could utilise multiple operating systems. With the use of additional virtual machines on the server, a
remote connection could be set up to an alternate operating system, such as Linux. However remotely
accessing a Linux virtual machine may require a different remote desktop tool as a different protocol
may be required. More research into this would need to be carried out.

7.4.3

External access

Currently the system is accessible within a local area network but cannot be accessed from outside the
network over the internet. There are two ways this could be achieved in the future. Firstly, a VPN could
be used to remotely access the local area network, which would then allow access to the server. Secondly, the router could be set up to ‘port forward’ traffic from the server out to the internet so it is
accessible online. The second option is quite risky as it leaves the server on the internet open to attack.
The most secure option is to implement a VPN. This could not be achieved within the scope of the
project, but would be something to investigate if the system is developed further.

7.4.4

Active Directory authentication

In its current form, the thin client connects to an operating system that is not connected to a domain.
This means settings and login details are not synchronised between the server and the client. To become a more holistic solution the server should be set up to service Active Directory login requests so
users can log in with a network ID.
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Appendix 1 – Project management
1.1 Gantt chart
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Appendix 2 – Server installation
2.1 CPU virtualisation error in Citrix XenServer

2.2 Virtual machines installation in XenServer
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Appendix 3 – Hyper-V installation
3.1 Hyper-V installation error

3.2 Virtual machine configuration

These are the configuration changes made to the server virtual machine to allow it to run nested virtual
machines
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3.3 Client virtual machine configuration

3.4 Windows 10 configuration
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3.5 Windows 10 routing table problem

An erroneous entry in the Windows routing table caused internet connection issues and needed removing.
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Appendix 4 – VyOS configuration
4.1 Interface configuration

4.2 Network address translation configuration
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Appendix 5 – Testing
5.1 The survey form used to submit feedback of the system
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